
1 
Deep learning for tumor segmentation 
 

 

Deep learning-based tumor segmentation on digital 
images of histopathology slides for microdosimetry 
applications 
Luca L. Weishaupt1,*, Jose Torres2, Sophie Camilleri-Broët2, Roni F. Rayes3, 
Jonathan D. Spicer3, Sabrina Côté Maldonado1, Shirin A. Enger1,4 5 

1 Medical Physics Unit, Department of Oncology, Faculty of Medicine, McGill 
University, Montréal, Québec, Canada 

2 Department of Pathology, Faculty of Medicine, McGill University, Montréal, 
Québec, Canada 

3 Cancer Research Program and the LD MacLean Surgical Research Laboratories, 10 
Department of Surgery, Division of Upper GI and Thoracic Surgery, Research 
Institute of the McGill University Health Center, Montréal, Québec, Canada 

4 Research Institute of the McGill University Health Center, Montréal, Québec, 
Canada 

* Corresponding Author:  15 
Luca Weishaupt 
E-mail address: luca.weishaupt@mail.mcgill.ca  

Running Title: Deep learning for tumor segmentation 

Taxonomy:  

IM/TH- Image Analysis Skills: Computer/machine vision 20 

IM/TH- image segmentation techniques: machine learning 

Keywords: deep learning, tumor segmentation, histopathology  



2 
Deep learning for tumor segmentation 
 

 

Appendices 

Appendix 1 

Contracting Path 25 

On the contracting path of the UNet, the original image patches are fed into the 

network as three normalized color channels. This input layer is then fed through a 

convolutional block. A convolutional block consists of two iterations of 

convolution by a 3x3 kernel followed by a batch normalization layer and a rectified 

linear unit (ReLU) activation layer. ReLU is used as opposed to similar activation 30 

functions such as sigmoid functions because it is more effective for training 

complex models with large data sets. The output is then fed through a 2x2 max 

pooling layer with stride 2 to reduce the dimension of the input while preserving 

relevant features. A dropout layer connects the max-pooling layer to the next 

convolutional block and drops neurons with a probability of 50% to reduce 35 

overfitting. This sequence of a convolutional block followed by a max-pooling 

layer and a dropout layer is performed four times and makes up the contracting 

path.  

Expanding Path 

The final dropout layer from the contracting path feeds into a convolutional block. 40 

The output of the convolutional block is then up-convoluted or deconvoluted using 

the inverse of a convolution with a 3x3 kernel in order to restore the image 

dimension. The output of the up-convolution layer is fed through a dropout layer 

and concatenated with a copy of the output of the convolutional block of the layer 
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at the equivalent depth in the contracting path. This is done to preserve information 45 

about feature location. The concatenated output feeds into a convolutional block 

that is then followed by the next up-convolution and concatenation. This sequence 

of up-convoluting, concatenating, and feeding through a convolutional block is 

performed four times to create an output with feature maps of the same dimension 

as the input image. The expanding path ends in a convolution by a 1x1 kernel and 50 

a sigmoid function to create a normalized prediction map with the same dimensions 

as the image patch.  

Appendix 2 

DICE Loss Function 

A soft dice function was used to train the neural network. We define the soft dice 55 

function between two masks A and B as  

𝑆𝑜𝑓𝑡𝐷𝑖𝑐𝑒(𝐴, 𝐵) =
2 ∑ 𝑎 𝑏

∑ 𝑎 + ∑ 𝑏
 ,  

where ∑ 𝑎  represents the sum of all pixels in the mask A (similarly for B).  

The soft dice loss function, which was used for training in this study, is then simply 

defined as 60 

𝑙𝑜𝑠𝑠(𝐴, 𝐵) = 1 − 𝑆𝑜𝑓𝑡𝐷𝑖𝑐𝑒(𝐴, 𝐵) , 

where A is the ground truth mask, and B is the mask produced by the neural 

network. This loss function is convenient for the segmentation of tumor regions 

because the tumor regions in the images tend to be smaller than the non-tumor 

regions. The soft dice score is, therefore, a more accurate representation of the 65 

algorithm’s performance as other scoring metrics such as accuracy, which would 
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award relatively high scores for reconstructed masks with little to no segmented 

tumors. The soft dice only awards high scores for reconstructions with accurate and 

confident segmented tumor regions.  

Appendix 3 70 

8-fold Cross-Validation  

K-fold cross-validation is a statistical method used to determine the accuracy of 

machine learning models. As the available data is split into a training portion and a 

testing portion, not all the data can be used for training at the same time. 

Furthermore, there might be selection bias if the testing data is “simpler” or “more 75 

complex” than the rest of the data. It is difficult to determine what is “simple” or 

“complex” for a deep learning algorithm and thus challenging to select a 

representative testing batch.  

K-fold cross-validation is a method to eliminate any bias and to create a more 

inclusive representation of a machine learning algorithm’s performance. All the 80 

available data is split into k folds. Each fold consists of an equal number of images 

and contours. Then, iteratively, each fold is used as the testing set while the rest of 

the folds are used as the training set. Hence k separate models are trained and tested. 

Using the k-fold cross-validation, each image is used for testing once.  

In this study, satisfied 8-fold cross-validation was used. Satisfied k-fold validation 85 

attempts to create homogenous folds. In this case, the folds were created such that 

the summed area of all the tumor regions in each fold was roughly the same.  

The average reconstruction scores from the eight testing sets were calculated and 

were reported in the results. Furthermore, the standard deviations were calculated 
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for each of the averages of the reconstruction scores and were reported as statistical 90 

uncertainties. 

 

 


