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S1 Related Work

In the following, we provide an overview of methods predicting population responses and
recent developments on optimal transport for single-cell biology data.

S1.1 Perturbation Response Prediction

With increasing data availability, a diverse set of approaches has been proposed to model
cellular perturbation responses, ranging from mechanistic to current deep learning-based
approaches. Mechanistic models (69, 20) define mathematical models of molecular interactions
to model the effect of perturbation. These methods, however, are limited to simpler and
well-understood systems as they do not capture highly nonlinear perturbation responses of
a heterogeneous cell population. Further, these methods are limited in their applicability
as they do not scale to genome-wide measurements (55, 6, 21). Linear models (17, 29), on
the other hand, predict changes in cellular gene expression levels using regularized regression
methods, where the model predicts a gene’s expression level as a linear combination of effects
of different perturbations, fitting the regulatory effect of each perturbation on each gene. Due
to assuming only linear relationships of individual genes in response to a perturbation, these
methods are similarly unable to capture complex and inhomogeneous population responses
upon perturbation. Current state-of-the-art methods (39, 40, 68) aim to learn low-dimensional
representations of inputs using autoencoders such that perturbation effects can be applied with
simple linear interpolations in representation space. Thus, they predict perturbation responses
via linear shifts in a learned low-dimensional latent space. These models are attractive because
they are fully parameterized, enabling us to make predictions on unseen cells. By tackling
the task of perturbation response predictions via the even more challenging task of learning
a meaningful low-dimensional embedding, these methods can be expected to, at best, only
perform moderately well. Therefore, we sought to learn a fully parameterized perturbation
model that robustly describes the cellular dynamics upon intervention while accounting for
underlying variability across samples. More details on both methods are provided in § S1.3.

S1.2 Optimal Transport in Single-Cell Biology

Following pioneering work by Schiebinger et al. (51), numerous problems in single-cell biology
have recently been approached using optimal transport. These problems include mapping
cells across perturbations, time points, experimental batches, as well as reconstructing spatial
structure from gene expression. In contrast to the approach by Schiebinger et al. (51), Lavenant
et al. (37), in this work, we seek to learn and thus parameterize the optimal transport map Tk
to allow forecasting and predictions on unseen cell populations. Similarly, previous approaches
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(28, 67, 46) addressed this limitation by proposing neural network-based OT models. These
methods directly parameterize the doubly-stochastic matrix Tk of the primal optimal transport.
This, however, has been shown to yield an unstable and thus difficult to solve the optimization
problem (41, Table 1). In this work, we take a different path: Instead of parameterizing
the optimal transport map Tk, we follow Makkuva et al. (41) and parameterize the convex
potentials of the dual optimal transport problem f and g by convex neural networks (2).
Brenier’s theorem 1991 allows us to recover the optimal map Tk using the gradient of a convex
function gk, i.e., ∇gk. Enforcing the spatial regularity of the pushforward map Tk using
optimal transport as modeling prior, and parameterizing functions instead of doubly-stochastic
matrices (yielding a tractable learning problem) are central to the success of CellOT.

S1.3 Modeling Perturbation Responses as Linear Shifts

Consider a single-cell dataset of a binary perturbation. Let {x1 . . . xn}, xi ∈ X , drawn from
ρc ∪ ρk and let c(i) ∈ {0, 1} indicate the perturbation status of a single cell,

c(i) =

{
0, if xi ∼ ρc
1, if xi ∼ ρk.

S1.3.1 scGen

Given representations {z1 . . . zn} of {x1 . . . xn}, learned by an autoencoder, with encoder ϕ
and decoder ψ, scGen (40) predicts a perturbation response using latent space arithmetic.
Let z̄(l) be the mean of representations in condition l

z̄(l) =
1

|{i : c(i) = l}|
∑

ziδc(i)l,

the perturbed state of x′ ∼ ρc is predicted as

ψ(ϕ(x′)− z̄(0) + z̄(1)).

S1.3.2 cAE

The conditional autoencoder is based on a popular batch correction technique within the
single-cell community, first introduced by (39). It introduces condition-specific parameters
into the encoder and decoder that attempt to remove and replace information in the data
specific to their conditions. They operate by concatenating one-hot encodings of condition
labels (here, perturbation status) to the inputs of the encoder and decoder. These encodings,
in effect, make the bias term in the first layer of the encoder and decoder a learnable parameter
specific to each condition and are thus can be considered to equivalently learn a linear shift in
latent space. Given an encoder ϕ and decoder ψ, the network is trained to reconstruct cells
conditioning on its true label

zi = ϕ(xi|c(i)), x̂i = ψ(zi|c(i)).

Once trained, the perturbed state of x′ ∼ ρc is predicted as

zi = ϕ(x′|0), x̂′ = ψ(zi|1).
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S2 Additional Results

Figure S1: Analysis of dataset structures for the 4i dataset (a, b) and the SciPlex 3 dataset by (56) (c). a)
Spearman correlations between all feature pairs computed in 4i control cells (bottom) and Sorafenib-treated
cells (top). Row colors show the mean value of each feature in control cells and column colors show the effect
of the drug on each feature as computed by the difference in means between control and treated. Correlations
that changed the most under the perturbation are highlighted in blue. b) Density plot of feature correlations
in the control setting vs. treated setting for all 35 4i treatments. Sorafenib values (corresponding to elements
in b are scattered above and light blue points correspond to blue boxes in b. c) Feature correlation between in
the control setting vs. treated setting for all cancer drugs of the SciPlex 3 dataset.

Figure S2: Predicted and observed marginals of cells profiled by 4i (24), treated with Imatinib. All extracted
intensity and morphology features are shown.
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Figure S3: Predicted and observed marginals of cells profiled by 4i (24) treated with Trametinib. All extracted
intensity and morphology features are shown.

Figure S4: Predicted and observed marginals for all features of cells profiled by scRNA-seq (56) treated with
Gavinostat. The top 50 marker genes for the perturbation are shown.

Figure S5: Predicted and observed marginals of cells profiled by scRNA-seq (56) treated with Trametinib.
The top 50 marker genes for the perturbation are shown.
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Figure S6: a) High similarity of measured and CellOT-predicted single-cell pERK (phosphor ERK1/2) values
at the single-cell level. Scatter plots compares the relationship between measured pERK values of cells (left)
treated with Midostaurin (green dots), Palbociclib (blue dots), Panobinostat (red dots) and MLN2480 (purple
dots) or (right) predicted for those drugs along the horizontal axis to their corresponding 3NN cells on the
vertical axis. For details on the generation of 3NN data, see Online Methods. X mark, square, inverted
triangle, and circle represent the mean of the respective measurements per drug. The dashed gray line indicates
the diagonal along which the measurements would correlate perfectly. b) The high similarity of measured
and CellOT-predicted single-cell pERK (phosphor ERK1/2) values at the population level across all drug
perturbations. Drug average of measured (blue dots) and predicted (green dots) pERK values compared to
their respective 3NN measurement (see Online Methods). Drug treatments highlighted in color correspond the
those presented in panel a. The dashed gray line indicates the diagonal along which the measurements would
correlate perfectly. c) Projection of measured perturbed and predicted perturbed cells in a shared UMAP space.
Each cell is color-coded according to the perturbation from which it originates. d) Projection of mean-corrected
measured perturbed cells in a UMAP space. Each cell is color-coded according to the perturbation from which
it originates. Mean correction was achieved by subtracting calculating the mean of every feature for all cells in
the control condition and subtracting the calculated feature means from the feature values of individual cells.
e) Projection of single-cell corrected, predicted perturbed cells in a UMAP space. Each cell is color-coded
according to the perturbation model with which it was predicted. See Online Methods for details on the
single-cell correction. f) Projection of single-cell corrected, predicted perturbed cells in a UMAP space. Each
cell is color-coded according to its assignment to one of the 12 cell states. See Online Methods for details on
cell state assignment. g) Feature value overview of the 12 identified cell states in DMSO-treated (Control)
cells. Each column represents a cell state, each row a feature. Circles are colored and scaled based on feature
value, from small size in blue for low feature values, to large circles in yellow for high feature values. h-j)
Drug effect overview of the 12 identified cell states in h) Staurosporine (apoptosis ind.m apoptosis inducer, i)
Trametinib (MEKi, MEK inhibitor), MLN2480 (panRAFi, panRAF inhibitor), j) Trametinib + Midostaurin
(Tram + Mido, MEK inhibitor + pan Receptor Tyrosine Kinase inhibitor (panRTK)), Midostaurin (panRTK).
Each column represents a cell state, rows represent features. ‘cell-’ stands for mean cell intensity. Circles are
scaled based on drug effect, the larger the ± effect the larger the circles. Negative values are encoded in hues
of blue, positive values in red hues of the respective circles. k) Effect of drug treatments on levels of cleaved
Caspase 3 (cleaved Caspase 3) in the 12 identified cell states. Each column represents a cell state, each row a
drug treatment. Circles are scaled based on drug effect, the larger the ± effect the larger the circles. Negative
values are encoded in hues of blue, positive values in red hues of the respective circles.
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Figure S7: Complete set of predicted marginals for scRNA-seq profiled cells of holdout cells pooled across all
lupus patients.

Figure S8: Complete set of predicted marginals of scRNA-seq profiled cells from a single holdout lupus patient
(id=1015), treated with an IFN-β perturbation.
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Figure S9: UMAP projections of CellOT, different baselines, and naïve OT maps for predicting patient
responses to IFN-β treatment (30) for different patients taken as holdout (in the o.o.d. setting). For each
method and setting, we display the measured perturbed and predicted perturbed cells.
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Figure S10: Performance w.r.t. the MMD metric between measured perturbed and predicted perturbed
cells by CellOT, different baselines, and naiv̈e OT maps on predicting cell differentiation over 4 and 6 days,
respectively (64).

Figure S11: Shared UMAP projections of (left) the data colorized by different cell types, (middle) CellOT,
and scGen. For both, our method CellOT and the baseline scGen the UMAP highlights the measured
perturbed cells as well as predicted perturbed cells by each method, respectively.

Table S1: Results of CellOT and baselines on the task of perturbation effect prediction for different cancer
drugs using the dataset of Srivatsan et al. (56). The results are reported w.r.t. MMD and the ℓ2(DS).

MMD ℓ2(DS)
CellOT CAE scGen CellOT CAE scGen

Perturbation

Abexinostat 0.014 0.031 0.018 0.47 2.2 1
Belinostat 0.0076 0.015 0.013 0.42 1.5 1.3
Dacinostat 0.011 0.05 0.021 0.43 3.4 1.3
Entinostat 0.0048 0.0097 0.013 0.38 1.2 0.98
Givinostat 0.0079 0.017 0.015 0.56 2.2 1.4
Mocetinostat 0.0047 0.018 0.011 0.61 2 1.1
Pracinostat 0.014 0.028 0.023 0.39 2 1
Tacedinaline 0.0031 0.0059 0.005 0.35 1.3 0.89
Trametinib 0.0033 0.018 0.019 0.34 1.7 1.3
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Table S2: Results of CellOT and baselines on the task of perturbation effect prediction for different cancer
drugs measured by 4i. The results are reported w.r.t. MMD and the ℓ2(DS).

MMD ℓ2(DS)
CellOT cAE scGen CellOT cAE scGen

Perturbation

Cisplatin 0.00073 0.0099 0.012 0.14 0.43 0.29
Crizotinib 0.0016 0.064 0.057 0.18 2.4 0.49
Dabrafenib 0.00054 0.0073 0.013 0.098 0.37 0.74
Dacarbazine 0.00079 0.003 0.031 0.15 0.25 0.59
Dasatinib 0.002 0.038 0.18 0.23 1.8 1.2
Decitabine 0.00069 0.0079 0.032 0.098 0.37 0.75
Dexamethasone 0.0013 0.03 0.033 0.16 1 0.81
Erlotinib 0.00063 0.0083 0.037 0.11 0.39 0.58
Everolimus 0.0011 0.016 0.025 0.13 0.73 0.2
Hydroxyurea 0.00079 0.015 0.021 0.1 0.55 0.45
Imatinib 0.00095 0.047 0.093 0.12 1.8 1
Ixazomib 0.00086 0.041 0.095 0.14 1.5 1
Lenalidomide 0.00049 0.005 0.015 0.09 0.32 0.42
Melphalan 0.00069 0.0064 0.0097 0.14 0.37 0.22
Midostaurin 0.00079 0.015 0.019 0.11 0.56 0.48
MLN2480 0.00063 0.016 0.02 0.061 0.69 0.52
Olaparib 0.00071 0.0073 0.019 0.12 0.38 0.37
Paclitaxel 0.0011 0.051 0.15 0.23 2 1.2
Palbociclib 0.00063 0.0055 0.015 0.099 0.3 0.35
Panobinostat 0.0023 0.044 0.026 0.14 1.2 0.55
Regorafenib 0.0013 0.034 0.034 0.11 1.1 0.54
Sorafenib 0.00097 0.0094 0.03 0.16 0.43 0.59
Staurosporine 0.0015 0.18 0.086 0.12 4.3 0.87
Temozolomide 0.00056 0.007 0.0078 0.1 0.37 0.24
Trametinib 0.00088 0.041 0.025 0.13 1.3 0.68
Ulixertinib 0.00098 0.031 0.038 0.11 1.1 0.96
Vindesine 0.0012 0.017 0.018 0.21 0.59 0.38
Cis. & Ola. 0.00088 0.0093 0.018 0.15 0.39 0.36
Ixa. & Len. & Dex. 0.00081 0.016 0.031 0.16 0.91 0.39
Pom. & Car. & Dex. 0.0014 0.053 0.082 0.12 1.7 1.3
Tra. & Dab. 0.00063 0.067 0.048 0.095 1.6 0.75
Tra. & Erl. 0.00063 0.056 0.036 0.089 1.3 0.87
Tra. & Mid. 0.0021 0.048 0.043 0.099 1.2 1.1
Tra. & Pan. 0.0015 0.02 0.096 0.11 0.64 2.3

Table S3: List of compounds used in the 4i cell line experiment.

See external file Table_S3_Compound_List.xls.
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