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Abstract

Machine learning has reached a maturity level in which improvements depend less on network architecture than

on the availability of high-quality training data or of usable prior knowledge. Because the former are very

expensive to obtain, more and more groups are trying to use prior knowledge in the form of ontologies or other

structured knowledge representation formats to advance the boundaries of AI. Here, I review two approaches to

endowing stochastic models with prior knowledge: via probabilistic networks and via deep learning with priors. I

analyse the latter in detail using AlphaFold, a well-known example of a deep neural network model, designed

for the prediction of protein structures. While AlphaFold is an impressive example of a human cultural

achievement that demonstrates one elegant and effective usage of prior knowledge for stochastic learning, it

has limitations related to the upper boundaries of the types of processes which can be automated using Turing

machines. As the analysis confirms, such machines can only compute inferences within the boundaries of

established knowledge; they cannot create any new knowledge. AlphaFold can indeed predict many protein

structures; but only those proteins which are homologous to proteins whose structures have already been

experimentally established. Other proteins will still have to be analysed using experiments in the classical, time-

and resource-consuming fashion.

Keywords: prior knowledge; ontology; machine learning; stochastic model; deep neural network; probabilistic

graph

1 Introduction

Machine Learning and, more generally, Artificial In-

telligence using stochastic methods, have been among

the most hyped areas of science and technology in

the last decade and the hype is still ongoing [1, 2, 3].

But despite astonishing results in restricted areas such

as game playing and approximative machine transla-

tion, it has been clearly recognised in the midst of the

hype that the models obtained from stochastic ma-

chine learning are essentially limited in what they can

achieve [4, 5, 6, 7, 8, 9][10, p. 31]. This is mainly for

the following reasons:
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1 Each model is tied to a specific context.

2 Each model is tied to specific training data, and

the training data are often inadequate, or avail-

able only in insufficient quantities.

3 Each model has user-specified training hyper-

parameters and optimisation algorithms.

4 Cases where adequate – which means represen-

tative – training data are available in sufficient

quantities are few and far between.

5 We cannot obtain adequate models of the be-

haviour of animate and inanimate complex sys-

tems in open environments [11].

AI models do not generalise to data derived from

situations that are not highly similar to the situa-
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tion from which the training data have been sampled.

Moreover, for many tasks, the training data display

high error rates that cannot be eliminated entirely even

if massive efforts are applied [12].

Moreover, how AI algorithms achieve their results

cannot be explained because we cannot create causal

models of the way they work [13].

Such algorithms are also unable to mimic the ways

humans interpret non-structured input such as lan-

guage, images or movies and fail to emulate the sorts

of semantics and pragmatics which humans are capa-

ble of applying from early infancy onwards [14, 15].

Furthermore, AI algorithms are data-greedy, a prob-

lem that follows from what has long been recognized as

the curse of dimensionality [16, chapter 2.5]. The latter

often forces data scientists to utilise huge non-curated

datasets of poor quality; they contain many errors, and

manifest outcome heterogeneity and bias, all of which

are then incorporated into the trained models [17] and

seriously limit their usefulness [18].

Due to these limitations, stochastic AI models have

so far only been used in economically relevant produc-

tion in limited fields such as advertisement or recom-

mendation selection, in FMCG[1] pricing and logistics,

in the optimisation of industrial production, and in

very primitive clerical tasks in which errors do not

matter, such as initial customer data intake for low-

end services via chatbots. All other mission-critical

AI-production systems, such as automated defence or

manufacturing systems, always make combined usage

of stochastic and deterministic algorithms to enable

[1]Fast moving consumer goods.

secure usage and regulatory certification [13]. Or they

need humans in the loop.

Strong research efforts are nonetheless being con-

ducted to enable quality improvements of stochastic

models. Given that the mathematical techniques used

in creating classical regression models and deep neural

networks are quite mature with regard to architecture

and loss-function minimisation [16, 19, 18], improve-

ment efforts now focus on either the creation of higher

quality training data (which is very expensive) or on

the use of prior knowledge as input to neural networks.

In this paper I highlight the importance and impact

of the latter approach. First, I provide an overview of

the possibilities, before looking in detail at one promi-

nent example, namely the protein folding prediction

algorithm AlphaFold, which I regard as a remarkably

sophisticated cultural achievement of humankind. Us-

ing this example, I describe the opportunities for and

limitations of using prior knowledge for machine learn-

ing.

2 Prior knowledge in statistical learning

When we talk of ‘prior’ in statistics, what we mean

is knowledge about a distribution. For example, in

Bayesian statistics, for observation y and parameters

θ of a parametric distribution, the joint probability

distribution is

p(θ, y) = p(θ)p(y|θ),

where p(θ) is the prior distribution and p(y|θ) is the

observation given the parameters θ [20, p. 6f.]. In

Bayesian as well as in other approaches to statisti-
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cal learning, prior knowledge can be used to restrict

a stochastic space in such a way that models learned

from training samples drawn from this space have a

higher accuracy than models that do not do so.

There are different ways to obtain priors in statis-

tics and to use them for inference, the most important

being the induction of priors from representative data.

For example, we know that the likelihood of an unborn

child to be female θ = 1 is Pr(θ = 1) = 1
2 . We also

know the mean and the standard distribution of the

body height of Caucasian populations from analysing

huge, representative samples. This inductive approach

can be enhanced by using structured ontological repre-

sentations describing relations which hold universally,

such as ‘every child has a mother’, using some form of

logic (taxonomies, first-order logic, rules or graphs).

There are two main approaches to using such knowl-

edge for statistical learning with structured knowledge

representations: (i.) using explicity probabilistic net-

works, or (ii.) creating representations of knowledge

in a form, for example ontological, that can be used

as input for neural networks. We briefly discuss both

approaches before analysing AlphaFold, an impressive

example of the latter.

2.1 Probabilistic networks

Probabilistic networks are structural (graph) represen-

tations of relationships between entities in combina-

tion with stochastic parameters quantifying these re-

lationships [21, 22]. Taken as a whole, a probabilistic

network model is a structured multivariate distribu-

tion.[2]

Unlike plain stochastic models which have no prior

structure, such models enable domain experts to ex-

plicitly model entity relationships and to use the re-

sult as a foundation of a stochastic model before its

stochastic parameters are estimated from data.

The relationships (for example the strength of the

causal link between alcohol and liver damage given

certain characteristics of a person) can then be chara-

terised stochastically using data samples.[3] If trained

with high-quality data, such models can achieve very

high predictive accuracy in domains such as diagnosis

[23], and they can be set up as expert systems and em-

bedded into software applications, for example in elec-

tronic health record systems [24]. Thanks to the struc-

tural backbone that is set up by experts in the relevant

domain (supported, in the ideal case, by ontologists),

probabilistic networks are data-parsimonious.

2.2 Deep neural networks

The vast majority of deep neural networks published

over the last decade are endowed with an architec-

ture using multiple layers of nodes together with meta-

parameters (including a loss function and a training

procedure), together with training, test and validation

data sets. What they do not use is structured prior

knowledge. However, more groups are now proposing

to integrate structured prior knowledge into learning

[2]Such a distribution can be homogeneous or mixed; in the lat-
ter case, the variables may be distributed according to different
members of the exponential family.
[3]It is also possible to estimate the structure of a probabilistic
network; however this is at the expense of data parsimony. The
result is an explicit entity-relationship structure derived from
data.
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algorithms [25, 26, 27], and this trend is also start-

ing to trickle down to ML as applied in domains such

as epidemiology [28], physics [29] and biology and

medicine [30]. Some groups are now indeed combining

ML and ontology-based reasoning in iteratively inter-

acting modules [31]. The group of R. Hoehndorf pro-

vides an excellent overview of ontology embedding and

usage in deep learning for biological applications [32].

While these approaches are very promising, it has

not yet clear what their benefits will be in real appli-

cations. Now, however, AlphaFold, a protein folding

prediction model, gives us the opportunity to evaluate

the benefits and limitations of using prior knowledge in

statistical learning. Alphafold is interesting because it

does something impressive that is not a game, but an

application with real potential for biomedical research.

2.3 AlphaFold

Protein folding is the process that transforms the lin-

ear amino acid chain of a polypeptide encoded by

(eukaryotic) spliced mRNA into a three-dimensional,

functional protein. The energy-dependent process

starts immediately during translation and is finalised

when the final post-translational modifications have

been performed and the protein takes up its function

in the cell as a monomer, an oligomer or as a part

of a larger protein complex. Because the process uses

complex machinery distributed over several organelles

of the cell, there is no model that allows a stepwise

simulation of the process to predict the folding. Pro-

teins for which no folding of any homologous family

member is known need to be purified and crystallised

before one can determine their structure by perform-

ing experimental x-ray crystallography. The latter is

resource-consuming, but it works well for many sim-

ple proteins. It is however still very demanding in the

case, for example, of transmembrane proteins with a

hydrophobic domain [33].

2.3.1 AlphaFold function

AlphaFold is the winner of the 2021 protein fold-

ing prediction competition (CASP14) [34]. It is an

encoder-decoder sequential deep neural network (dNN),

which outperformed by a factor of three its competi-

tors in the CASP14 competition.[4] The core idea of

AlphaFold is to view the prediction of protein struc-

tures as a graph inference problem in 3D space, in

which the edges of the graph are defined by residues

in proximity. AlphaFold directly predicts the 3D coor-

dinates of the heavy atoms (N − Cα − C) for a given

protein using three inputs: (i) the primary amino-acid

sequence, (ii) aligned sequences of homology clusters

and (iii) (if available) known crystallography struc-

tures for each homology cluster.

How can we interpret this input from a prior knowl-

edge perspective? The amino acid sequences in the

training data (10 million samples from PDB) are raw

training data that has been ordered, prioritised and

cropped using protein similarity clustering. (Training

material is often prepared in this way.)

The homology clusters and the known crystallogra-

phy structures are now used as inputs of the prior

knowledge type.

[4]This result was determined using the Cα root-mean-square
deviation 95 to measure prediction quality. This measures the
average distance between the Cα atoms of superimposed pro-
teins at 95% coverage of the AA-sequence of the protein.
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Homology clusters represent our view of how pro-

teins have evolved in what are called ‘families’. To

generate them, the clustering algorithm used close to

2.5 billion protein sequences from UniProt and other

sources. Although the clustering which generates these

homology families of highly similar proteins operates

on the linear amino acid sequence structure of pro-

teins, its ability to identify families is excellent because

evolutionary conservation of selected protein features

occurs at the linear level directly encoded by (in the

eukarypotic case: the exons of) the respective genetic

loci. Because, to be useful, today’s clustering algo-

rithms only have to compare linear sequences locally,

this means that they enable us to truly identify pat-

terns conserved in evolution.

Close to 90 thousand clusters and multiple sequence

alignments (MSAs) were computed to identify fam-

ily representatives for those protein crystallography

data coded as crystallography information files (CIFs)

which were already available. A CIF file for a protein

representative of a protein family is a very detailed rep-

resentation of the physical structure we have of that

protein.

The set of CIF files taken as a whole can be under-

stood as an ontology of the proteins they model, and it

forms a huge resource of prior knowledge that is indis-

pensable to the generation of the high quality predic-

tions of AlphaFold. The CIF information (heavy atom

angles and amino acid pairs) is encoded in a form suit-

able for processing by the input layer of the AlphaFold

dNN.

The architecture of this dNN also reflects primitive

mathematical knowledge about protein folding itself,

in that the network tries to mimic folding constraints

by implementing a triangle inequality logic on amino

acid distance, thereby using attention – a dNN ar-

chitecture property which emphasizes some parts of

a vector or matrix while de-emphasizing others – to

obtain a rudimentary emulation of amino-acid inter-

actions during folding. These primitive mathematical

models do not have much to do with the physical or

biological reality of protein folding. But they illustrate

how dNN architectures can capture rudimentary as-

sumptions about the processes the dNN is supposed

to model. The final steps of the network compute the

3D backbone structures and the side-chain angles.

The overall performance of the model is very impres-

sive, and it is able to predict functional structures in a

very useful way. The authors of the paper introducing

Alphafold, which applies the algorithm to the human

proteome [35], describe a very impressive result:

To our knowledge, no experimental structure

[of Glucose-6-phosphatase] exists, but previous

studies have attempted to characterize the trans-

membrane topology and active site. [. . . ] In

the G6Pase-α binding pocket face, opposite the

residues shared with the chloroperoxidase, we

predict a conserved glutamate (Glu110) that is

also present in our G6Pase-β prediction (Glu105)

but not in the chloroperoxidase. The glutamate

could stabilize the binding pocket in a closed con-

formation, forming salt bridges with positively

charged residues there.
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This result illustrates how the AlphaFold model can

draw analogies between structurally related proteins

with conserved domains and motifs to elucidate prop-

erties of proteins for which no crystallisation is yet

available.

2.3.2 Limitations

On the other hand, however, AlphaFold also has severe

limitations. It is to a large degree limited to predict-

ing folding structure for proteins in homology groups

which have at least one representative with an already

experimentally established protein structure. This de-

pendence becomes apparent when we examine the rela-

tionship between multiple sequence alignment (MSA)

quality and protein structure background prediction

accuracy. The structure prediction measured by the Cα

local distance different test (lDDT) is proportional to

the extent of the multiple of sequence alignment qual-

ity [34, Fig. 5]. But Alphafold’s quality assessment of

its folding predictions is biased, because the analysis

of the dependence on folding prediction from MSA is

conducted only for proteins for which not more than

25% of the long range intra-protein amino-acid con-

tacts are between heteromere chains. It is amino-acid

contacts of this type that enable the formation and

stabilisation of a protein structure over long distances

within the linear protein chain. But the sequential ar-

chitecture of AlphaFold, like all dNN-sequence mod-

els, is unable to model long-range relations. Therefore,

the analysis shows only proteins with less than 25%

of the long range intra-protein amino-acid contacts

between heteromere chains. Given this limitation of

the model, the results for proteins with a higher pro-

portion of long range intra-protein contacts are too

poor to be useable. The authors recognise this: ‘The

other substantial limitation that we have observed is

that AlphaFold is much weaker for proteins that have

few intra-chain or homotypic contacts compared to the

number of heterotypic contacts’ [34, p. 588]. They ob-

serve further ‘that AlphaFold has much lower accuracy

for regions in which the chain has a high percentage of

heterotypic, cross-chain contacts’ [35, p. 595]. Further

analysis [35, Fig. 4d] shows that the folding accuracy is

poor in such cases even where high quality MSAs are

available. This is because the evolutionary structure

and the established knowledge contained in the crys-

tallography of a representative of such an MSA cluster

cannot compensate for the essential limitation of se-

quential dNNs when it comes to modelling long-range

relations.

For proteins without MSA clusters or in clusters with

no members for which a crystal structures has been es-

tablished, AphaFold cannot produce any useful predic-

tions at all. This means that even at the residue level,

which disregards the overall protein structure, there

is a high proportion of poorly resolved structures in

the human proteome [35, Fig. 4a]. At ‘the per-protein

level’ merely ‘43.8% of proteins have a confident pre-

diction on at least three quarters of their sequence.’

[35, p. 592]. The authors claim that this is explainable

by intrinsic structural disorder in proteins. However,

it is more likely that it flows from the fact that Al-

phaFold can yield usable predictions only for protein

domains with high homology to known structures de-

void of heterotypic cross-chain contacts.
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3 Discussion

What can we learn from AlphaFold?

First of all, the AlphaFold project is an achievement

at the very apex of human culture. It is a very impres-

sive interdisciplinary effort which rests on decades of

research and brings together biology, chemistry, x-ray

crystallography, mathematics and computer science to

create a new technology of considerable usefulness.

Second AlphaFold demonstrates how critical prior

knowledge can be in obtaining good predictions with

stochastic models. Without the structural information

in the MSAs and the prior protein folding knowledge of

the CIF files, the best training data and model archi-

tecture could not yield useful predictions. The human-

designed mathematical approach in which this knowl-

edge was incorporated into the dNN architecture can

be used as a model for other domains.

On the other side, however, the design of neural net-

works has always been highly heuristic: input data and

architecture are chosen using different patterns until a

design emerges that can tackle the problem and yield

acceptable predictions when applied to independent

test data. It is not, however, the absolute quality of

the predictions which matters in the competition be-

tween scientific teams, but rather how well their model

performs relative to other models on the metric chosen

by the community. From this perspective, AlphaFold

is a typical heuristic model. But in addition it contains

a number of design decisions which reveal the nature

of the cognitive style of this scientific community. Its

core assumptions about the spatial relationships be-

tween amino acids abstracts totally from the biological

reality of the phenomenon of protein folding, which is a

highly context-dependent process depending on multi-

ple adjuvant proteins, beginning in the endoplasmatic

reticulum after the initiation of translation and ending

when the protein is fully matured in the Golgi appa-

ratus. Instead, it uses simple mathematical (triangu-

lar) relationships between the amino acid residues to

design the transformations on the matrix which mod-

els the amino acid relationships in the dNN (‘many

constraints must be satisfied including the triangle in-

equality on distances. On the basis of this intuition,

we arrange the update operations on the pair repre-

sentation in terms of triangles of edges involving three

different nodes’ [34, p. 586]). The operations performed

on the MSA representation are abstracted from biolog-

ical reality to an even greater degree.

But still: the performance on proteins homologous

to known structures is of course excellent, illustrat-

ing once more the power of dNNs to identify regu-

lar, recurring patterns. The data which were used to

train AlphaFold yield a model which incorporates –

allbeit only implicitly – our knowledge of protein evo-

lution (represented by the MSA input) and the struc-

ture of characteristic MSA representatives. One can

say that the Alphafold dNN models captures what we

have learned so far from bioinformatics and crystallog-

raphy experiments about the conservation of protein

folding mechanisms in evolution. In other words, the

AlphaFold model enables us to transfer folding knowl-

edge from one homologous protein to another.

However, it tells us nothing about the causality of

the folding mechanisms. And it is unable to provide
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any folding patterns for proteins which are not homol-

ogous to experimentally established protein structures.

Other proteins will have to be analysed using exper-

iments in the classical, time- and resource-consuming

fashion.

This illustrates once more what we know about ma-

chine learning: it can never lead to the creation of

knowledge by machines, because machines cannot cre-

ate anything new. They merely apply knowledge cre-

ated by humans, and in ways specified by humans,

to well-defined, highly context specific tasks [11]. Al-

phaFold is, to repeat, a major achievement of human

culture. But it confirms once more that a Turing ma-

chine, which is what Babbage’s original analytical en-

gine was, has no pretensions to originate anything. ‘It

can do [only] whatever we know how to order it to

perform’ [36]. Modern stochastic learning is therefore

in the end nothing more than a highly elegant way of

giving orders to a machine – elegant, because the or-

ders are given implicitly, through the process of train-

ing the machine with sample data. I would drop the

Lovelace quote – it always annoys people, and we used

it already
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Potapenko, A., et al.: Highly accurate protein structure prediction with

alphafold. Nature 596(7873), 583–589 (2021)

35. Tunyasuvunakool, K., Adler, J., Wu, Z., Green, T., Zielinski, M.,
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