
Appendix A: Additional Tables and Graphs 
Population Group Sensitivity Analysis 
 
 Table A.1 displays sensitivity analyses for static estimation of ADC impacts on the 

all crimes category and all three indexes, progressively limiting data to higher 

population-covered groups. Though coefficients shrink and standard errors increase the 

higher the population group, all results continue to have a negative sign.  

 
Table A.1. Static Model Sensitivity Analyses 

  2,500+ 10k+ 25k+ 50k+ 100k+ 
All Crimes -0.0252*** -0.0264*** -0.0235** -0.0160+ -0.0171+ 
 

(0.007)  (0.007) (0.007) (0.008) (0.010) 

Total Index -0.0299*** -0.0311*** -0.0283*** -0.0145+ -0.0124 
 

(0.006)  (0.006) (0.007) (0.008) (0.010) 

Violent Index -0.0371** -0.0369** -0.0328* -0.0233 -0.0164 
 

(0.012)  (0.013) (0.015) (0.017) (0.016) 

Property Index -0.0293*** -0.0306*** -0.0279*** -0.0135 -0.0117 
 

(0.007) (0.007) (0.008) (0.009) (0.010) 

Standard errors in parentheses 
+p<0.10  *p<0.05  **p<0.01  ***p<0.001 

 
 
 

Threats to Validity 

Law Enforcement Personnel 
 
 Figure A.1 shows dynamic impacts ADCs have on law enforcement personnel. 

The total and officer (personnel with arresting powers) categories show not effects, 

while a pattern of increased civilian personnel is associated with ADCs.  

 

 

 

 



 

 

Clearances by Arrest 
 

The association between ADCs and clearances by arrest are reported in Figure 

A.2, which shows a small negative coefficient for violent offenses two years before 

implementation and small positive association the year ADCs begin for both property 

and total indexes. Note that clearances can return figures higher than 100%, as incidents 

known to law enforcement can include more than one individual, so more people can be 

arrested than incidents reported. Thus, ratios were restricted to 100% and below.  

 
 
 
 
 
 
 
 
 
 

FIGURE A.1 
Law enforcement personnel  

 

 
 

Notes: This graph displays point estimates, and 95% confidence intervals of the 
effect ADCs have on law enforcement personnel; including officers, civilians, 
and total. Note that this model differs from previous in that these variables 

were not included as covariates. 



 
 

Legal/Justice Public Employees 
 
 Figure A.3 reports estimates of ADCs’ impact on local public employees in the 

legal/justice category. Results indicate no effect throughout. 

 

FIGURE A.2 
Clearances by arrest 

 

 
 

Notes: This graph reports point estimates, and 95% confidence intervals of 
the effect ADCs have on clearances by arrest for total, property, and 

violent indexes.  

FIGURE A.3 
ADCs and Legal/Justice Public Employees  

 

 
 

Notes: This graph reports point estimates, and 95% confidence intervals of 
the effect ADCs have on clearances by arrest for total, property, and violent 

indexes.  



Other Public Employee Categories 
 
 Figure A.4 provides estimates for the impact ADCs have on total, welfare, housing 

and community development, hospital, and health public employee categories. Though 

no statistically significant coefficients come through, there is a pattern of positive 

correlations between ADCs and the welfare and housing and community development 

categories, and negative for health workers, all post-implementation. Hospital 

employees also have all positive coefficients prior to ADC implementation. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

FIGURE A.4 
ADCs and ASPEP Categories 

 

  
 

 
Notes: These graphs display point estimates and 95% confidence intervals for estimation of 

the effect ADCs have on public employee numbers (per 1,000). 



Counterfactual Analysis 

Actual vs Predicted Crime Counts  
 
 Quantile-quantile plots between actual and predicted crime counts are reported 

in Figure A.5 for all three indexes. In all cases, the values align well, though not so well 

as to arouse suspicion (e.g., over-fitting). 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

FIGURE A.5 
Actual vs. Predicted Values 

 

 
 

 

 
 

 
Notes: These quantile-quantile plots show compare actual and predicted values for 

the property and violent indexes, as well as their total. 



Predicted vs Counterfactual Difference  
 
 Figure A.6 displays the difference between predicted and counterfactual 

approximations for crime indexes. All three indicate increasingly fewer crimes as the 

study period progresses.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

FIGURE A.6 
Predicted vs. Counterfactual Values 

 

 
 

 
Notes: This graph shows the difference between predicted and 

approximated counterfactual values. 



Appendix B: Methods 
 
 Toward evaluating the extent to which adult drug treatment courts (ADCs) 

impact community crime, I employ static and dynamic fixed-effects analyses.  

 
Static Model 
 
We can define a static model  

𝑌𝑐𝑡 = 𝛽0 + 𝛽1𝐴𝐷𝐶𝑐𝑡−1 + 𝛽2𝑿𝑐𝑡 + 𝜔𝑐 + 𝜍𝑡 + κ𝑠𝑡 + 휀𝑐𝑡 . 

I indexed counties 𝑐 = 1 … 𝐶, and calendar years as 𝑡 = 1990 … 𝑇. 𝑌𝑐𝑡 represents the 

outcome of interest for county 𝑐 at time 𝑡, primarily specific known offenses crime 

categories. 𝐴𝐷𝐶𝑐𝑡−1 indicates if county c had an ADC at time 𝑡 − 1, following previous 

studies’ design (Lilley 2013; 2017), with 𝛽1 the coefficient of interest. 𝑿𝑐𝑡 is a vector of 

control variables, and fixed-effects include counties (𝜔𝑐), calendar year (𝜍𝑡), and state-

by-year (κ𝑠𝑡). I indexed counties 𝑐 = 1 … 𝐶, and calendar years as 𝑡 = 1990 … 𝑇. 𝑌𝑐𝑡 

represents the outcome of interest for county 𝑐 at time 𝑡, primarily specific known 

offenses crime categories. 𝐴𝐷𝐶𝑐𝑡−1 indicates if county c had an ADC at time 𝑡 − 1, 

following previous studies’ design (e.g., Lilley 2013, 2017), with 𝛽1 the coefficient of 

interest. 𝑿𝑐𝑡 is a vector of control variables, and fixed-effects include counties (𝜔𝑐), 

calendar year (𝜍𝑡), and state-by-year (κ𝑠𝑡).  

 
Dynamic Model 
 
 While a static specification provides estimates in a tractable manner, implicitly 

controlling for omitted variables relative to included fixed effects, it only provides 

limited information. Effects relative to static calendar time may be addressed but the 

current context likely includes dynamic effects dependent on length of exposure 

(1) 
 



(Callaway and Sant’Anna 2020). To deal with this issue, researchers generally employ 

an event study design that evaluates the dynamic effects of a policy (“treatment”) over 

time. This method allows detection of pre-treatment trends, which may bias post-

treatment estimates (Wing et al. 2018), as well as dynamic impact over time. A common 

construction of event studies uses indicator variables for relative years before and after 

policy implementation and whether a specific observation (county-year presently) has 

the policy in place during that relative period. Note that the term “relative” time period 

differs from calendar years. In this study, the relative time bin for “0” (the year of ADC 

implementation) would include a court implemented in any calendar year. For example, 

the first adult drug treatment court created in Miami in 1989 and one created in Indiana 

in 2018 would both fall into the zero bin, albeit representing different calendar years. 

Formally, we can define this method: 

𝑌𝑐𝑡 = ∑ 𝜎𝜏𝐷𝑐𝑡
𝜏

𝑇

𝜏=−𝐾,𝜏≠−1 

+ ∑ 𝜋𝜏(𝐴𝐷𝐶𝑐𝑡 × 𝐷𝑐𝑡
𝜏 )

𝑇

𝜏=−𝐾,𝜏≠−1

+ 𝜔𝑐 + 𝜍𝑡 + κ𝑠𝑡 + 휀𝑐𝑡 

𝑌𝑐𝑡 is the outcome for county 𝑐 in calendar year 𝑡.  Relative time periods are indexed 𝜏 =

 −𝐾, … , −2, 0, … 𝐿, with 𝜏 = 0 representing the year of implementation. Following 

convention, I exclude 𝜏 =  −1. 𝐷𝑐𝑡
𝜏  is an indicator variable for each relative time bin, 

representing main (control) effects, with 𝜎𝜏 estimating average effects for that relative 

time bin. I also include an interaction term for each time bin and whether county 𝑐  ever 

implements an ADC.1 The sum of main and interaction effects, 𝜎𝜏 + 𝜋𝜏, represents 

average effects for relative time period 𝜏 – Callaway and Sant’Anna's (2018) cohort-

specific average treatment effect. This model includes the same fixed effects (county, 

year, and state-by-year) as Equation (1).  

(2) 

 



This method, though, comes with stringent assumptions. These include parallel 

trends, that those counties with and without the treatment “share the same evolution of 

baseline outcomes,” and likely would if the treatment were not implemented (Sun & 

Abraham 2020: 7). Similarly, the assumption of non-anticipatory behavior dictates that 

those impacted by the policy do not change their behavior in anticipation of the new 

policy (e.g., individuals shifting capital around in anticipation of a new tax law). The 

third, and most germane, assumption is treatment effect homogeneity. Since event 

study estimates amount to an average treatment effect within each relative time bin, 

heterogeneity would bias these in unpredictable ways. 

Considering the same two courts mentioned above, between Miami in 1989 and 

Indiana in 2018, I cannot justify the latter assumption. Thus, a traditional event study 

design would likely return biased estimates. The high degree of non-random 

implementation variation in time and space, and the variation in local conditions this 

represents, means that there would be heterogenous treatment effects and, thus, 

composition bias. Variation in number and content of each relative time bin creates 

composition bias in that estimates change depending on which relative time bins are 

specified. Variation in the courts within each time bin creates treatment effect 

heterogeneity as different courts, implemented in different areas at different times, have 

different effects. Heterogeneity of this type means that relative time bins contaminate 

each other, whether specified or not (Sun and Abraham 2020). 

I combine two strategies to address this issue: a stacked event study design 

similar to that employed by Cengiz et al. (2019) (Appendix D; see also Deshpande & Li 

2019), and nearest-neighbor matching. I create individual sub-experiment datasets 

(termed “stacks”) for each year in the study period, which include counties that 



implement an ADC in that year and counties that have none that same year, five years 

prior, and five years after. Given that the study period is 1990-2018, this limits ADC 

(treated) counties to 1995-2013 to allow for pre- and post-periods.  

Consider Figure B.1 below. The first row represents a stack for 1995, which 

includes counties that implemented an ADC in that year and those that do not have one 

for that year, five years before (1990-1994), and five years afterward (1996-2000). This 

stack is now balanced in calendar and relative time, mitigating composition bias, and is 

much less likely to exhibit heterogenous treatment effects, bringing analysis closer to 

satisfying the third assumption above. To evaluate the average treatment effect over 

multiple stacks, I appended all 19 of them, creating a stacked dataset. Figure B.1 shows 

five stacks together, with relative year time bins indicated in the bottom row. The 

present study period, 1990 to 2018, allows inclusion of implementation years 1995 to 

2013. Thus, the final dataset includes 19 stacks. Finally, below this figure I included an 

example event study graph with enlarged relative time bin numbers. All event study 

graphs in the present study exhibit the same pattern of relative year bins, which align 

with the stacked datasets as displayed here.  

 

 

 

 

 

 

 

 



 

FIGURE B.1 
Stacked Event Study Data Process 

 
Controls Treat Controls 

1990 1991 1992 1993 1994 1995 1996 1997 1998 1999 2000 

1991 1992 1993 1994 1995 1996 1997 1998 1999 2000 2001 

1992 1993 1994 1995 1996 1997 1998 1999 2000 2001 2002 

1993 1994 1995 1996 1997 1998 1999 2000 2001 2002 2003 

1994 1995 1996 1997 1998 1999 2000 2001 2002 2003 2004 

-5 -4 -3 -2 -1 0 1 2 3 4 5 

 

 
 



 
We can formally define event-specific evaluation of each stack as 
 

𝑌𝑐𝑡ℎ = ∑ 𝛿𝜏𝐼𝑐𝑡ℎ
𝜏

5

𝜏=−5,𝜏≠−1 

+ ∑ 𝛼𝜏ℎ(𝐴𝐷𝐶𝑐ℎ × 𝐼𝑐𝑡ℎ
𝜏 )

5

𝜏=−5,𝜏≠−1

+ 𝜇𝑐 + 𝜌𝑡 + Ω𝑐𝑡 + 𝑢𝑐𝑡 . 

 
Most terms here reflect those in Equation (2), with the addition of stacks being 

indicated by ℎ. The sum of 𝛿𝜏 and 𝛼𝜏ℎ provide an event-specific estimation of each 

stack’s effect for each relative time period. Evaluating average treatment effects across 

all stacks can be defined as 

𝑌𝑐𝑡ℎ = ∑ 𝛿𝜏𝐼𝑐𝑡ℎ
𝜏

5

𝜏=−5,𝜏≠−1 

+ ∑ 𝛼𝜏(𝐴𝐷𝐶𝑐ℎ × 𝐼𝑐𝑡ℎ
𝜏 )

5

𝜏=−5,𝜏≠−1

+ 𝜇𝑐ℎ + 𝜌𝑡 + Ω𝑐𝑡 + 𝑢𝑐𝑡 . 

 
Here, the main and interaction coefficients – 𝛿𝜏 + 𝛼𝜏 – together estimate the average 

treatment effect across all stacks. Note, as well, that the fixed effects term for counties 

now includes county-by-stack fixed effects to account for variation between stacks. 

 While processing each stack I also evaluate the four nearest neighbors of each 

treated county relative to a natural log of all control variables – population, population 

density; law enforcement officers and civilians (personnel without arresting powers) per 

1,000; percentages of county population male, aged 15-24, and white; and percentage 

Republican party presidential votes – and restrict analyses to this sub-sample. I perform 

this process within each stack that each may represent the most similar treatment and 

control counties for that period. 

 

Counterfactual Analysis 
 

To further explore this question of ADC effects on community-level crime, I 

performed counterfactual analysis on the three crime indexes: property, violent, and 

(3) 
 

(4) 
 



total. This process subtracts the policy effect from predicted values to construct the 

hypothetical case in which ADCs never existed. This can be formally defined as: 

�̂�𝑐𝑜𝑢𝑛𝑡𝑒𝑟
𝑟𝑎𝑡𝑒 = �̂�𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑

𝑟𝑎𝑡𝑒 − ∑ �̂�𝜏(𝑃𝑆𝐶𝑐ℎ × 𝐼𝑐𝑡ℎ
𝜏 )

𝑇

𝜏=−𝐾,𝜏≠−1

 

Since the core analysis used Poisson transformed outcome values, I took the exponent of 

predicted values, then reverted them back to counts by reversing the process used to 

convert them for analysis: multiplying by population and dividing by 100,000. The 

construction of this analysis sample necessitates limiting counterfactual study to 1995 

through 2013. 

This supplementary procedure provides a few benefits. First, it allows a useful 

approximation of the number of crimes prevented. Second, it provides something of a 

validity check. If predicted values used in this process do not resemble the underlying 

data structure, or if returned counterfactual values appear too far off from predicted, 

then then the model may be missing something. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

(5) 
 



Appendix C: Data 
Data Statement 
 
Data used in the current study, as well as Stata code used for analysis, are available on 

the openICPSR website at 

https://www.openicpsr.org/openicpsr/project/164302/version/V1/view. County codes 

have been masked to protect treatment court data that has not yet been released for 

public use, which will be provided upon reasonable request for replication purposes.   

 

Adult Drug Treatment Courts 
 

I downloaded a dataset2 offered by the National Drug Court Resource Center3 

(NDCRC) that listed all of the treatment courts in the US according to a survey the 

NDCRC administered to 55 state coordinators (National Drug Court Resource Center 

2018). Original data variables included court name, court type, location, and 

implementation date.  

I improved the data by specifying counties of jurisdiction each court covered and 

tried to discern implementation dates that the original download did not include. I 

found these variables in publicly available digital information (e.g., court websites), as 

well as contact with state and court administrators and the National Association of Drug 

Court Professionals (NADCP).4 The original dataset included 59.42% implementation 

dates. Though some courts listed their main county of jurisdiction under Court Name, 

many did not. Further, this information did not indicate whether a court covered more 

than one county (common in rural areas). 

Currently, my dataset includes 4,423 observations representing 3,698 courts. 

Many rural courts cover more than one county, making more observations than courts. 

The current dataset includes 89.51% implementation dates. Though this dataset 

https://www.openicpsr.org/openicpsr/project/164302/version/V1/view


includes most treatment court types (e.g., drug treatment courts, veterans’ courts), the 

current analysis focuses on adult drug treatment courts (ADCs) and hybrid DWI/drug 

courts. I exclude any counties completely that indicate the presence of one of these 

courts but no implementation date. 

Some spatial concerns arise from variation in jurisdictions, especially between 

urban and rural counties. Many urban counties contain several ADCs, and many rural 

courts cover several counties. To deal with this, I include an indicator variable coded one 

if an observation includes a court that covers multiple counties, and zero otherwise. 

 
Uniform Crime Reporting Program Data 
 
 I use the Uniform Crime Reporting (UCR) program data for Offenses Known and 

Law Enforcement Personnel. Though one may be tempted to use the UCR county-level 

data imputed by the FBI, many scholars have pointed out fatal flaws in imputation 

strategies (Maltz & Targonski 2002, 2003; see Lott & Whitley 2003 for a counter-point). 

Jacob Kaplan5 has, in fact, retired his county-level files from ICPSR.6 For this reason, I 

opted to use his publicly available, agency-level concatenated files (Kaplan 2021c, d). .  

These data, however, also come with complications. As the UCR program is 

voluntary, law enforcement agencies report data inconsistently. This inconsistent 

reporting is unpredictable between agencies and over time, making measurement error 

unlikely to average zero. Though recent federal policy efforts have improved incentives 

for accurate and consistent reporting, much of the program’s history features flawed 

data. To address this, I balance data quality with generalizability to formulate inclusion 

criteria. 



 I use two included variables as measures of data quality: number of months 

reported per calendar year and population group. An agency that reports more months 

in a year likely signifies concern toward accurate reporting and, of course, requires less 

imputation. Population covered by a reporting agency has been associated with both the 

consistency (i.e., number of months) and quality of reporting. Restricting inclusion to 

those agencies most likely to be consistent and accurate, though, creates issues with 

generalizability. It is likely that months reported, and population covered systematically 

correlate with other community characteristics. Thus, a dilemma arises between 

accuracy and generalizability. I created an optimization scheme to address this issue. 

 I assess optimal inclusion criteria by iterating across three population cutoffs – 

2,500+, 10,000+, and 50,000+ – and four months-reported minima – 9, 10, 11, and 12. 

For population groups, I consider whether an agency reports that group (or higher) at 

any point between 1990 and 2018. The months reported figure, however, applies to the 

entire study period. I compared descriptive statistics of relevant, non-outcome variables 

between each of these iterations to those presented in their underlying datasets. 

Variables included are law enforcement agencies per county; law enforcement personnel 

grouped by total, officers, and civilians (per 1,000); treatment courts per county; 

percentages age 15-24, male, and white; and percentage of Republican and Democratic 

Party presidential votes. 

Figure C.1 presents overall averages of standard differences between variable 

means in the 12 dataset iterations and source data. This figure shows quite a difference 

between population groups, with the datasets allowing inclusion of agencies covering at 

least 2,500 population showing the least standardized difference. Surprisingly, these 



differences come out lower for more stringent months reported criteria in the 2,500+ 

population group iterations, and partially in the 10,000+ iterations. 

 

 

 

Thus, I find the inclusion criteria most likely to offer data representative of the entire 

US, while providing the most reliable crime figures to be agencies that: 

1. Cover at least 2,500 population at any point within the study period; and 

2. Report all 12 months each year within the study period. 

 The FBI adjusts some agency population counts to correct for overlap within 

counties (FBI 2004). To account for this, I deleted any agency completely from the 

dataset that returned a zero-population figure at any point in the study period. I also 

collapsed these data using Federal Information Processing Standards (FIPS) codes to 

the county level. Since the data are fully balanced, this made the unit of analysis “super-

agency” (i.e., not individual agencies but also not full counties). For ease of discussion, 

and since I use county FIPS codes to identify super-agency units, I stick with the term 

“county” throughout this study (“county-year” for individual observations).  



Agencies occasionally correct for previous reports – say, when several crimes 

were judged unfounded – so a few observations include negative values. My estimation 

strategy involves Poisson transformation (see Appendix B), which cannot include these. 

I set a floor of zero for all values, though this only adjusted five observations (violent 

index) with the most adjustment needed for one agency reporting -5 violent crimes. 

 The Offenses Known dataset includes variables used to evaluate offenses cleared 

by arrest and unfounded crimes, which come with their own issues. Arrests for reported 

crimes may not occur in the same year as the underlying offense, introducing additional 

measurement error. Some county-years presented rates over 100%. I created a ceiling of 

100% with the realization that these issues make interpretation more difficult. Further 

correction, however, is beyond the scope of this paper; these variables do not comprise 

core analysis. 

 

Control Data  

Population 
 
 UCR data included population figures, which were used in log form. I also 

merged county size data, obtained from the USDA (2021), to calculate population 

density, which provides a proxy for access to services (Allard 2004). As described above, 

I excluded any observations that indicated zero population at any point in the study.  

County Demographics 
 
 In keeping with previous work that shows association between community 

demographics and crime, I pulled longitudinal data from the National Institutes of 

Health – Surveillance, Epidemiology, and End Results Program (SEER) dataset and 

included county percentage of age 15-24, male, and white (NIH | SEER 2021). Some 



counties in the master, UCR-plus-ADC dataset were not covered by these. I excluded 

counties completely that did not match at any point in the study period.  

Unemployment 
 

For similar reasons, I included county-year unemployment rate that were 

obtained from the Bureau of Labor Statistic’s Local Area Unemployment Statistics 

website (Bureau of Labor Statistics 2021). As with SEER data merging procedures, I 

excluded counties completely that did not merge at any point in the study period.  

Presidential Vote Proportions 
 
 As a proxy measure for local construction of issues like crime, substance use 

disorder, and veterans, I merged county-level data indicating the proportion of 

Republican and Democrat votes (Allard 2004). John Stavick and Justin Ross (2020) 

pulled these data together and interpolated them for non-election years, weighting by 

proximity to an election year. The pulled original data from the CQ Press Voting and 

Elections Collection.7 

 

Additional Data 

Annual Survey of Public Employment and Payroll 
 

I analyze potential confounding variables using the Annual Survey of Public 

Employment and Payroll data (Kaplan, 2021a). The US Census Bureau asks various 

levels of government to report numbers of personnel and payroll figures. As payroll 

presents high variation in interpretation, due to disparate costs of living across 

geographic and temporal space, I use full-time equivalent employee numbers per 1,000 

population for analysis. I include county and local government data, aligning with the 

county-year unit level of core analysis. 



End Notes 
 

 
1 I take this treatment as absorbing (i.e., non-decreasing over time) for three reasons. 

First, the rate of closure for ADCs is very low (Marlowe et al., 2016). Second, the original 

dataset came from a survey of state coordinators in 2018 – those presented existed in 

2018; any courts opened and closed prior to then would not appear. This presents some 

measurement error, in that counties coded as not having a PSC in a certain year may 

have had one that closed prior to 2018. This would likely bias estimates toward zero, 

though. Finally, most specification strategies here consider the case of counties ever 

having an ADC, so they are absorbing by construction. 

2 The NDCRC changed hands from American University to the University of North 

Carolina – Wilmington and after the transition this dataset was rescinded. It is no 

longer publicly available. 

3 https://ndcrc.org/ 

4 https://www.nadcp.org/ -- I must thank Dr. Doug Marlowe and Carolyn Hardin at the 

NADCP for their assistance. 

5 I appreciate all the help Dr. Jacob Kaplan provided in this work. This study would not 

have been possible without his help. 

6 https://www.openicpsr.org/openicpsr/project/108164/version/V4/view 

7 library.cqpress.com 

 

https://www.nadcp.org/
https://www.openicpsr.org/openicpsr/project/108164/version/V4/view
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