
A Supplementary Figures

Supplementary Figure 1: Model training for image enhancement. Images of domain A are translated to
domain B by generator AB (blue). The enhanced images are translated back to domain A by generator BA
(yellow). The perceptual image quality is optimized with the use of discriminator B, which distinguishes
between real images of domain B (bottom) and enhanced images by generator AB (top). The noise term for
the reconstruction of the original images by generator BA is obtained by the noise-estimator (NE).
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Supplementary Figure 2: Model training for the identity transformations. Images are optimized to remain
unchanged for a mapping into the same domain. Top panel: mapping from domain A to domain A by
generator BA (yellow). Bottom panel: mapping from domain B to domain B by generator AB (blue). The
noise term for generator BA is obtained from the original image by the noise-estimator (NE). In addition
the network is optimized to estimate the same noise before and after transformation (top panel). In case of
different resolutions the low-quality images are first upsampled for A-A and downsampled for B-B.
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Supplementary Figure 3: Example of the multi-channel use of the discriminator. Each image channel of the
source low-quality domain (top) is simultaneously translated to the target high-quality domain (bottom) by
the generator AB (SOHO/EIT+MDI-to-SOHO/AIA+HMI). For each translated image channel a separate dis-
criminator is used. The inter-channel consistency is assessed by a single discriminator that uses the combined
set of channels as input.

B Supplementary Tables

Supplementary Table 1: Data sets for training of Instrument-To-Instrument translation. The effective number
of samples refers to the number of independent patches that can be extracted from the training set. Observa-
tions of Hinode/SOT have a varying field-of-views, the provided value gives the upper limit.

Instrument Observables Train Effective Number of Samples Test
SDO 171, 193, 211, 304, LOS magnetogram 3127 12508/50032 609

SOHO 171, 195, 284, 304, LOS magnetogram 5991 3.83e5 1379
STEREO 171, 195, 284, 304 3974 2.54e5 822
SDO/HMI continuum 3003 30751 595

Hinode/SOT continuum 3334 ∼6668 657
KSO synoptic Hα 2679 42864 437

KSO LQ Hα 1287 20592 364
KSO Film Hα 4067 16268 772
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Supplementary Table 2: Overview of the Training parameters. For each instrument translation we train our
model for the given number of iterations (Iter.). The upsampling parameter gives the number of upsampling
operations that are applied to the low-quality images (Up). The diversity parameter is only considered for
ground-based observations (λd). The patch size is given for the low-quality samples, such that the high-quality
patch size corresponds to (Patch Size)·2Up.

Instruments Iter. Up λd Patch Size [pixels]
SDO/HMI −→ Hinode continuum 500 000 2 0 160×160
SOHO/EIT+MDI −→ SDO/AIA+HMI 360 000 1 0 128×128
STEREO/EUVI −→ SDO/AIA 420 000 2 0 128×128
KSO LQ −→ KSO HQ Hα 360 000 0 1 256×256
KSO Film −→ KSO CCD Hα 240 000 0 1 256×256
STEREO/EUVI −→ SDO/AIA+HMI 360 000 0 0 256×256

C Instruments and Data
This section describes the characteristics of the considered instruments for the evaluation of our method. The
pair-wise correspondence of the data sets is discussed in Sect. 4.7.

The Solar Dynamics Observatory (SDO) is a space-based mission located in a circular geosynchronous
orbit, that provides science data since 1 May 2010 [23]. For our study we use EUV filtergrams from the
Atmospheric Imaging Assembly (AIA; [27]), and line-of-sight (LOS) magnetograms and continuum obser-
vations from the Helioseismic and Magnetic Imager (HMI; [22]). Both instruments provide solar full-disc
images with a spatial sampling of 0.6 arcsec pixels and a spatial resolution of 1.5 arcsec. The data are
recorded by 4096×4096 pixel CCDs. The AIA instrument operates at a cadence of 12 seconds and provides
EUV filtgrams in seven band passes. In this study, we consider Fe IX (171 Å), Fe XII, XXIV (193 Å), Fe
XIV (211 Å) and He II (304 Å) filtergrams. The emission lines are primarily formed in the solar corona and
chromosphere and are associated with peak temperatures of ion formation at 6.3 · 105 K (Fe IX; quiet corona,
upper transition region), 1.6 · 106 K, 2.0 · 107 K (Fe XII, XXIV; corona, hot flare plasma), 2.0 · 106 K (Fe
XIV; active-region corona) and 5.0 ·104 K (He II; chromosphere, transition region) [27]. The HMI instrument
provides maps of the photospheric magnetic field strength and orientation by observing polarizations of the
Fe I absorption line (6173 Å). The continuum observations are calculated from six points in the Fe I line
[22]. For both the HMI magnetograms and continuum observations, we use the 720 seconds series.

The Solar and Heliospheric Observatory (SOHO) is a space-based mission, located at Lagrange point L1,
that was launched in December 1995 [25]. In this study we use data from the Extreme-ultraviolet Imaging
Telescope (EIT; [29]) and LOS magnetograms from the Michelson Doppler Imager (MDI; [30]). Both in-
struments provide full-disc 1024×1024 pixels images of the Sun at a spatial sampling of 2.6 arcsec pixels
and about 5 arcsec spatial resolution. From EIT we use Fe IX (171 Å), Fe XII (195 Å), Fe XV (284 Å) and
He II (304 Å) filtergrams. The peak temperatures for ion formation are 1.3 · 106 K, 1.6 · 106 K, 2.0 · 106 K
and 8.0 · 104 K, respectively [29]. The MDI instrument is the predecessor of SDO/HMI and derives the LOS
magnetograms in the Ni I 6768 A absorption line [30].

The Solar Terrestrial Relations Observatory (STEREO) is a twin-satellite mission that operates two iden-
tical satellites on two orbits close to 1 AU. The orbits are selected to lead to a yearly separation of the space-
crafts by about 45 degree, as viewed from the Sun [26]. The mission was launched in 2006 and provides
stereoscopic observations of the Sun since then. In this study, we use the Exteme Ulraviolet Imager (EUVI;
[28]) of the Sun–Earth Connection Coronal and Heliospheric Investigation (SECCHI; [60]) instrument. The
imager provides full-disc filtergrams with 2048×2048 pixels with a spatial sampling of about 1.6 arcsec pixels
and 3.2 arcsec spatial resolution [60]. Similarly to SOHO/EIT, filtergrams of Fe IX (171 Å), Fe XII (195 Å),
Fe XV (284 Å) and He II (304 Å) are recorded. The associated peak temperatures are in the same range as
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for the SOHO/EIT filters (see above).
The Solar Optical Telescope (SOT) onboard the Hinode satellite (launched in 2006) is a 50 cm aperture

telescope that provides high-resolution images of partial fields of the Sun [21]. The instrument comprises
multiple broad- and narrow-band filters and provides spatial resolutions of up to 0.2 arcsec and a pixel scale
of 0.054 arcsec pixels. In this study, we use continuum observations centered at a wavelength of 6684 Å of
the Broadband Filter Imager (BFI). The BFI instrument provides a field-of-view of 218”×109”, producing
images with 4096×2048 pixels, and operates at a cadence < 10s [21]. Observations are recorded on demand.

Kanzelhöhe Observatory for Solar and Environmental Research (KSO; https://kso.ac.at/) provides
ground-based solar full-disk Hα filtergrams at a spatial resolution of 2 arcsec. The data are recorded by a
2048×2048 pixel CCD corresponding to a sampling of about 1 arcsec pixels. KSO regularly takes Hα images
at a cadence of 6 seconds and provides a fully automated data reduction and data provision pipe line, which
allows for data access in near real time [61, 62, 34]. The current instrument setup is in operation since 2008.
The Hα line is formed by absorption at 6563 Å in the solar chromosphere and by cooler plasma in the solar
corona (filaments).

At KSO, regular monitoring of the Sun in the Hα spectral line is provided since 1973. The observations
during 1973 and 2000 were recorded on photographic film at a cadence of about 4 minutes and were later
digitized in 1024×1024 pixels format [35, 63].

D Data pre-processing

D.1 Space-based observations
For each observation we center the Sun, normalize the field-of-view to 1.1 solar radii and crop the frame, such
that the extent of the solar-disk is independent of yearly variations caused by the elliptic orbit (cf. [64]). We
correct for instrumental degradation and normalize the exposure time [32]. For STEREO/EUVI, SOHO/EIT,
Hinode/SOT we use the IDL eit prep, secchi prep and fg prep routines, respectively. For SDO/AIA we use
the routine provided by aiapy [65]. The maximum intensity value of each instrument channel is estimated
from the maximum intensity values over the full data set by Îmax = mean(Imax) + 0.5 · std(Imax), where Imax

refers to the maximum intensity values of the images and std to the standard deviation. We clip negative
values and values larger than the estimated maximum intensity and normalize to [0, 1]. We apply a asinh
stretch for EUV filtergrams and scale the data afterwards to the interval [-1, 1], such that it corresponds to a
tanh activation function

x̂ =
asinh(x/a)
asinh(1/a)

2 − 1, (14)

with a = 0.005. This stretching function provides for a logarithmic behavior for large values and a lin-
ear behavior for small values. For LOS magnetograms we use a linear normalization of values between
[−1000, 1000] Gauss to [−1, 1] and set all off-limb values to zero.

For the continuum observations of SDO/HMI and Hinode we analogously estimate the maximum value
and scale linearly between 0 and the maximum value.

D.2 Ground-based observations
For all KSO observations we apply the same preprocessing. We shift the Sun to the image center, crop the
field-of-view to 1 solar radius and resize it to 512×512 pixels and 1024×1024 pixels for the Film-to-CCD
and Low-to-High translation, respectively. The center-to-limb variation is corrected by plotting the theoretical
correction µ = cos θ against the intensity values of the image, where θ refers to the heliocentric angle, and
fitting a fourth order polynomial that gives the intensity correction Icorr(µ) (cf. [66]). For KSO observations
of the recent instrument (CCD), we scale values between 0.65 and 1.5 to [−1, 1] with a asinh stretch (a = 0.5).
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Supplementary Figure 4: Overview of the generator architecture. Our generators are composed of an input
block, three downsampling blocks, an intermediate block, three upsampling blocks and an output block.
The input block transforms the image to 64 filter channels. Each downsampling block reduce the spatial
resolution by 4 while increasing the number of filter channels by 2. The number of convolutional blocks is
linearly increased. The upsampling blocks operate in reverse order. At the intermediate layer the noise term
for generator BA is added by concatenation (dashed line). The noise term is matched to the dimensions of the
intermediate layers by an initial convolution block and an upsampling block. Features from the downsampling
blocks are concatenated to the upsampling block features at the same resolution. The output image is obtained
by a convolution layer followed by a tanh activation.

For the KSO film observations we apply the same scaling but adjust the scaling to values between 0.39 and
1.94 to account for the variations of the degraded observations. We apply the preprocessing per frame and set
all off-limb pixels to −1.

E Model architecture
For image translation tasks the concept of multi-scale architectures has shown great success. Skip connections
have demonstrated the ability to enhance training performance and to preserve spatial details [67, 68].

For our generators we employ convolution blocks similar to Karras et al. [69] and introduce skip connec-
tions at each resolution level, similar to Ronneberger et al. [68]. The full overview of our generator models is
given in Supplementary Fig. 4. We use convolutional blocks composed of a convolutional layer with a kernel
size of 3×3, followed by an instance normalization [53] and a ReLU activation. In order to retain the image
dimensions and to avoid boundary artifacts, we use reflection padding before the convolution layers [44]. Our
network is composed of three downsampling blocks, an intermediate block, followed by three upsampling
blocks. A downsampling block consists of n convolutional blocks followed by a convolutional block with
stride 2 (downsampling by 2). While downsampling we double the number of filter channels. For an upsam-
pling block we first apply bilinear upsampling, reduce the number of filter channels by a factor of 2 with a
convolutional block and apply n additional convolutional blocks. At each resolution level we use skip con-
nections between the downsampling and upsampling blocks. Hereby the features prior to downsampling are
concatenated with the features after the first convolutional block in the upsampling block. The input image
is transformed by an initial convolutional block with a kernel size of 7×7 and 64 filter channels. The three
downsampling blocks are consecutively applied with n = 1, 2, 3. The intermediate layer consists of three
convolution blocks with the same number of filters as the last downsampling block (512). The upsampling
blocks are applied in the inverse order (n = 3, 2, 1). The output image is obtained by a convolution layer with
kernel size 7×7, followed by a tanh activation function.

For the generator BA we include the noise term by concatenation with the features of the last downsam-
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Supplementary Figure 5: Three examples of the HMI-to-Hinode translation. We show the original SDO/HMI
observation (left), the ITI translated image (middle), the overlapping Hinode/SOT observation (right) and the
corresponding normalized histograms (bottom).
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pling block (prior to the intermediate block). The noise term is transformed by a convolutional block with
512 filter channels and matched to the dimensions of the last downsampling block by an upsampling block
with n = 3 and 512 filter channels (dashed line in Supplementary Fig. 4).

Our networks are fully convolutional, therefore the training can be performed with image patches, while
the evaluation is performed with full resolution images. For the noise term we use 16 channels and the spatial
dimensions are adjusted to the considered image size (1/16 of the input image resolution). The instance
normalization accounts for the global style transfer (see Sect. 4.5), while the noise term accounts for localized
degradations in the image.

For the discriminators we use the architecture introduced in Wang et al. [44], where each discriminator
is composed of three individual networks that operate on different scales. The discriminators are composed
of four consecutive stride 2 convolutions with instance normalization and ReLU activation. We start with
64 filter channels and consecutively increase them by a factor 2 for each layer. The discriminators output
is obtained by a convolution layer with one filter channel. Therefore, each discriminator provides a grid of
predictions instead of a single output [45]. For the noise estimator we use the same architecture as for the
discriminators, adjust the number of filters of the last layer to the noise dimensions (16) and apply a final
sigmoid activation function.

For an image enhancement that involves a resolution increase, we extend the generator AB by additional
upsampling blocks and the generator BA by additional downsampling blocks. In the case of images with
multiple channels (e.g., multiple filtergrams, magnetograms), we translate all channels simultaneously. For
each image channel we use an additional discriminator that ensures the correct representation of the generated
channel, independent of the other image channels. The primary discriminator is adjusted to take all filter
channels into account simultaneously to ensure the consistency between the channels. For an unequal number
of channels between domain A and B, we adjust the identity cycles by truncating additional channels and
extending missing channels with zeros.

F Supplementary Evaluation

F.1 Aligned Hinode observations
In Supplementary Fig. 5 we give additional samples of the aligned SDO/HMI, ITI and Hinode/SOT contin-
uum observations.

F.2 Variation of atmospheric degradations
By modeling a large variety of realistic degradation effects we expect that the reconstruction model can
account for multiple atmospheric degradation effects simultaneously. From the included noise term in our
generator BA, multiple low-quality observations can be synthesized from a single high-quality observation.
We illustrate the diversity of the generated samples by randomly selecting a high-quality image and generating
six corresponding low-quality images, where we use a different noise term for each example. Four examples
are shown in Supplementary Fig. 6, where panel a contains the high-quality input images and panel b the
synthetic low-quality images. The samples show a large spread of different cloud distributions, both in
density and position. From a comparison with Fig. 7 it can be seen that the synthetic clouds appear similar
to real low-quality observations. The solar features are consistent with the high-quality reference (e.g., active
regions, filaments).
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Supplementary Figure 6: Diversity examples of the KSO low-to-high quality translation. a) real high-quality
observations. b) artificially degraded observations. The images in one row are generated from the same high-
quality input image. The artificial low-quality images show a variety of realistic atmospheric effects, while
the solar features are mostly unchanged.
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F.3 Detailed comparison of enhanced photographic film observations
A comparison between cutouts of the film scans and the ITI enhanced observations is shown in Supplementary
Fig. 7. All samples show a clear improvement in image sharpness, that especially affects the plage regions
and leads to more distinct representation of solar filaments. As can be seen from Supplementary Fig. 7b, the
ITI translation also mitigates clouds, similar to the application in Sect. 2.3.

In Supplementary Fig. 8 we provide a comparison of a filtergram at three different scales. In Supplemen-
tary Fig. 8a the calibration of the image intensity and correction of large scale inhomogeneities is visible. The
cutouts show a comparison between the film observation and the restored image, where we note a perceptual
quality improvement.

F.4 Temporal stability of generated ITI magnetograms
We further compare the temporal stability of our method by estimating the full-disk magnetograms from
2007-01-14 to 2007-01-18 and compare the sequence to the SOHO/MDI magnetograms (Movie 3). The ITI
magnetograms are overall consistent and show no large artifacts (e.g., random active regions). The active
region in the ITI magnetograms appears similar to the real observation and is consistent in its position on
the solar disk. The largest inconsistencies originate from variations in the estimated sunspots and we note a
quality decreases close to the solar limb.

F.5 Similarity of image distributions
The Fréchet inception distance (FID) is a commonly used metric for GANs to estimate the quality of syn-
thesized images and is a measure for the distance between two image distributions [70]. We use the FID to
compare the similarity of the high-quality data sets to the corresponding low-quality data sets and their ITI
enhanced version.

We convert the test sets of each dataset to gray-scale images, where we scale the pre-processed data
linearly between the minimum and maximum value. Differences in resolution between high- and low-quality
data sets, are adjusted by bilinear upsampling. The reconstructed STEREO magnetograms are not included
in this evaluation, since there exists no low-quality data set for comparison (Sect. 2.5).

We use an IncepctionV3 model with the weights of the tensorflow implementation for the FID. The FID
is evaluated for each application and channel separately, where we use the full resolution images and do
not normalize the inputs. The results in Supplementary Table 3 show that the ITI enhanced images are in
every case closer to the high-quality image distribution than the low-quality distribution. This shows that
our method is able to map images closer to the high-quality distribution, or in other words, leads overall to
a perceptually better image quality. The interpretation of the FID in terms of distance to the high-quality
image distribution is not obvious for two reasons. (1) The used InceptionV3 network is trained on real world
data, which can lead to unexpected behavior for scientific data and therefore variable FID scores. (2) In
contrast to a GAN that synthesizes images from a random distribution, our translation model also takes the
image content into account. The difference in content (e.g., solar features, observed regions) can lead to an
unavoidable bias in the FID.
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Supplementary Figure 7: Example of KSO film-to-CCD translation. The ITI translation results in deblurring
of plage regions, sharpening of filaments and enhances the structure of quiet Sun regions. Atmospheric effects
are strongly mitigated in the enhanced version (middle).
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Supplementary Figure 8: Detailed comparison of a KSO film-to-CCD translation sample from 1992-03-12
08:51. The ITI observation shows a more homogeneous appearance at the global scale (top). The comparison
of two regions shows that active regions are well reconstructed (red). At smaller scales (blue), solar features
can be better identified in the ITI observations, but the limits in resolution are visible.
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Supplementary Table 3: Evaluation of the FID for each application (lower better). We estimate the similarity
of the ITI enhanced images and the original images to the reference high-quality observations.

FID
Instruments LQ ITI
SDO/HMI −→ Hinode continuum 36.6 17.0
SOHO/EIT −→ SDO/AIA 171 Å 35.7 7.0
SOHO/EIT −→ SDO/AIA 193 Å 27.3 9.4
SOHO/EIT −→ SDO/AIA 211 Å 17.6 1.1
SOHO/EIT −→ SDO/AIA 304 Å 32.3 6.2
SOHO/MDI −→ SDO/HMI magnetogram 25.2 7.9
STEREO/EUVI −→ SDO/AIA 171 Å 18.3 10.8
STEREO/EUVI −→ SDO/AIA 193 Å 39.0 18.7
STEREO/EUVI −→ SDO/AIA 211 Å 22.2 13.9
STEREO/EUVI −→ SDO/AIA 304 Å 13.7 9.8
KSO LQ −→ KSO HQ Hα 4.8 2.0
KSO Film −→ KSO CCD Hα 26.0 8.1
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